Appendix S1 Mitogenome assembly and NUMTs and heteroplasmy searching
The assembly of the mtDNA sequence of the Black Lion Tamarin (BLT, Leontopithecus chrysopygus) was performed in several iterations. A pair-end genomic library was sequenced using one lane of each of two different runs of a HiSeq 2500 machine, producing 275,662,819 and 247,309,397 read pairs, respectively, with a read length of 101 base pairs (bp). The distribution of insert sizes has a large variance. In particular, some of the fragments are shorter than twice the read length, and sequences from the two reads overlap. To take advantage of this, and more effectively trim the sequence adaptors, we employed the leeHom tool (Renaud et al. 2014) to merge read pairs with overlaps of ten or more bases, using the function –ancientdna. About 9% of the reads pairs were inferred to overlap, including ~0.7% of which reached the adaptors. We then trimmed low-quality bases using an in-house program that trims the original sequence to the maximum subsequence, so that all prefix and suffix subsequences have an average Phred quality greater than or equal to 20. Trimmed sequences are preserved only if they are at least 30 bases long. For 99.5% of the read pairs, both reads were preserved, and for 0.5%, only one read was preserved. For the merged reads, more than 99.99% of the reads were preserved.
We first considered a reference sequence composed of four mtDNA sequences of close relatives of BLT, (Callithrix jacchus, Callithrix (Cebuella) pygmaea, Saguinus oedipus, and Leontopithecus rosalia). We reasoned that most mitochondrial sequences of BLT were likely to map to this composite of mtDNA sequences, even if exhibiting some differences. As the mtDNA sequences of these four monkeys do not include all of the hypervariable regions, reads from some parts of the mitochondrial sequence were likely to be missed in this first step. With this approach, we mapped 1,109,976 merged reads, 3,411,128 pairs, and 28,609 single reads, resulting in 9,331,701 pairs upon which only one read was mapped.
In addition to reads from the mitochondria, this set also contains reads originating in nuclear sequences of mitochondrial origin (NUMTs), which accumulated over evolutionary times. Consequently, several mapped reads accumulate multiple differences with the actual mitochondrial sequences. At this stage, it was convenient to obtain a more representative reference sequence for the BLT mtDNA. Our expectation of coverage for bases in the mitochondrial sequence (not NUMTs) is ~3000X, whereas for autosomal sequences, we expect < 30X. Although multiple NUMTs may cover the same positions, they will have accumulated independent changes from the ancestral sequence. In order to reconstruct the mtDNA sequence, we took all mapped reads and used the assembler Velvet 1.2.10 (Zerbino and Birney 2008), requiring an average coverage of at least 100X and contig length of at least 500 bp. We tried several different kmer sizes, with all odd numbers between 21 and 57. We observed that for kmers of length 43 or more, Velvet produced a single contig with length over 15.5 Kb. Contigs recovered with different kmer sizes had some small discrepancies, indicating that our reference at this stage was likely to contain errors. We combined the sequences resulting from kmers of length 43 and 51 to generate a (pre-draft) reference sequence. We took this reference sequence and remapped all fastq reads. With this approach, we mapped 48,752 merged reads, 323,770 pairs, and 893 single reads, resulting in 11,849 pairs upon which only one read was mapped. To improve our reference sequence, we used this reduced set with a slightly different approach, taking advantage of the fact that the mtDNA sequence is relatively short (~17Kb). We took reads mapped to our pre-draft reference (obtained with Velvet) and counted all k-mers of 51-base length. Because our pre-draft reference is much more similar to the target mitochondrial sequence, we only considered reads whose edit distance from the pre-draft reference was two, at most. For each read, we obtained all the k-mers and their reverse complement sequences. To produce a new version for the reference sequence, we first seeded sequences with the most common k-mers (they were a reverse complement of each other). We extended each sequence by selecting the most common k-mer whose k-1 first bases (k-1 prefix) match the k-1 last bases (k-1 suffix) of the current k-mer. Each time a new k-mer was selected, it added one base to our sequence and replaced the previous k-mer. We kept repeating this process while the selected k-mer was observed at least three times, and it was more than twice as common as the combination of the other three competing k-mers. This approach provided two sequences with opposite orientations, which we stitched (with the appropriate orientation) at the overlapping k-mer, resulting in a draft sequence 16,494 bp long. We then used this sequence as reference to remap again all fastq reads. This time, we focused on extending the ends of the reference sequence and estimating the total length of the mtDNA sequence. We used only sequences that overlapped our draft reference and extended beyond it; bases outside the range of the reference were typically soft clipped by the mapper. Both ends of the sequence can be extended until they meet a low-complexity region (LCR), very rich in AT and with long runs of T homopolymers (in the forward direction). We noted some variation within the LCR, but could accurately attribute them to sequencing errors or heteroplasmies. For the fourth time, we mapped the fastq files, this time against a reference that is only missing part of the LCR.
Individual (unmerged) reads mapped to the end of the reference show that the LCR is longer than 65 bp, making it difficult to have reads that simultaneously span the LCR and that are also mapped with confidence. To get an idea of the actual length of the LCR, we used short oligomers that match the ends of the LCR to search for merged reads that span the LCR completely. The caveat with this approach is that, due to the low complexity of this region, multiple pairs may have been incorrectly merged. We identified 65 reads that breach the LCR, all of which were initially mapped to our reference. We examined the distribution of lengths for the LCR, as estimated from these merged reads. In only 38 of the 65 reads, the estimated LCR is longer than 65 bp (i.e. at least 27 pairs were merged prematurely). Of those, the LCR sequence is identical in three, and all the remaining LCR sequences are singletons. The most common length observed for the LCR was 90 bp (11 instances), followed by 89 bp (10 instances). All other LCR lengths were observed twice or fewer times. One of the singleton sequences for the LCR of length 90 bp was also observed twice among the read pairs (the others with length 89 or 90 bp were not observed). The reads paired to each of these reads have perfect match with our reference sequence. We then chose this LCR sequence for our mtDNA reference sequence, which we report here. If our inference of the LCR sequence is correct, we would expect that the fragment length distribution should not be unusually different for fragments that overlap the LCR. To test this, we explored whether the distribution of lengths depended on the location of the fragment. If we were seriously underestimating the length of the LCR, we would expect the inferred distribution of length for fragments centered in the LCR to be shifted towards shorter fragments. We took all fragments centered in the LCR with reads overlapping at least 30 bp outside the LCR (minimum fragment length of 240bp). We compared the length distribution of these fragment with those of 32 other sets of fragments (with the same constraints on length) located along the mtDNA genome (see Figure S1). The quartiles for the distribution of fragment sizes are not unusual for fragments centered in the LCR. This suggests that the LCR is not substantially longer than what we inferred.
We also wondered whether we could detect heteroplasmies in the mitochondrial sequence of BLT. Heteroplasmic sites are sites that vary across different copies of the mitochondrial DNA. Given the high coverage of the mitochondrial sequence (~3000X), even variants present in 1% or more of the copies could be easily distinguished from sequencing errors. However, reads originating in NUMTs that differ from the mtDNA sequence may produce a similar signal. We can use features of the NUMTs and divergence from the consensus mtDNA to reduce the potential impact of NUMTs.
We mapped the fastq reads to our consensus sequence and generated pileup files using SAMtools (Li et al. 2009; Li 2011). For almost 600 positions, the consensus base was seen less than 99% of the time. We then filtered out reads (and its partner if it was a read pair) with edit distance of two or more. The removed reads are much more likely to come from NUMTs than reads that agree with the consensus sequence or that differ by only one position. After this filtering, we only observed three positions in which the consensus was seen less than 99% of the time. However, there still exists the possibility that the set contains NUMTs that are similar enough to the mtDNA sequence. We then filtered out reads (and its partner if it was a read pair) with soft-clipped bases. These bases are typical of the boundary between a NUMT and the rest of the chromosomal sequence. 
[bookmark: _GoBack]After filtering these reads, and considering alternate bases seen at least three times, the most frequent alternative base is present at a frequency of less than 0.25% (supported by seven reads maximum). Based on this ability to infer heteroplasmies, we do not report any heteroplasmic site.
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