from math import sqrt, fabs, exp
import matplotlib.pyplot as plt
from sklearn.model_selection import train_test_split
from sklearn import ensemble
from sklearn.metrics import roc_auc_score, roc_curve
import numpy as np
import pandas as pd
from sklearn.preprocessing import StandardScaler
from sklearn.pipeline import make_pipeline
from sklearn.model_selection import KFold, cross_val_score
data = pd.read_csv('/ All single feature and ratio product data.csv',encoding='gbk')
data.shape
[19]
data1 = data[['label','64*16','64*6','64*25','64/31','64*19','63/43']]
[20]
X = np.array(data1.iloc[:,1:])
y = np.array(data1.label)
TO = len(data1.columns)

Names = np.array(['V' + str(i) for i in range(TO)])
#break into training and test sets.
xTrain, xTest, yTrain, yTest = train_test_split(X, y, test_size=0.20, random_state=100,stratify=y)
[21]
from sklearn.model_selection import KFold
import pandas as pd
from sklearn import metrics
from sklearn.metrics import confusion_matrix
def class2kfolds_threshold(model,Xtrain,Ytrain,k,thresholds):
    kf = KFold(n_splits=k, shuffle=True,random_state=324)
    listauc = []
    listrecall = []
    listprecision = []
    listf1 = []
    listacc = []
    listsen = []
    listspe = []
    listmcc = []
    threshold = thresholds
    for i, (train_index, test_index) in enumerate(kf.split(Xtrain)):
        #print(f'KFold {i+1}:')
        #print("Train index:", train_index, "Test index:", test_index)
        X_train, X_test = Xtrain[train_index], Xtrain[test_index]
        y_train, y_test = Ytrain[train_index], Ytrain[test_index]
        clf = model.fit(X_train,y_train)
        y_pro = clf.predict_proba(X_test)[:,1]
        y_pred_threshold = []
        for i in y_pro:
            if i >= threshold:
                y_pred_threshold.append(1)
            else:
                y_pred_threshold.append(0)
        auc = metrics.roc_auc_score(y_test, y_pro)
        recall = metrics.recall_score(y_test, y_pred_threshold, average='binary')
        precision = metrics.recall_score(y_test, y_pred_threshold, average='binary')
        f1 = metrics.f1_score(y_test, y_pred_threshold, average='binary')
        con_mat = confusion_matrix(y_test, y_pred_threshold, labels=[0,1])
        acc = (con_mat[0,0]+con_mat[1,1])/sum(sum(con_mat))
        sen = (con_mat[1,1]/sum(con_mat[1,:]))
        spe = (con_mat[0,0]/sum(con_mat[0,:]))
        mcc = (con_mat[0,0]*con_mat[1,1]-con_mat[0,1]*con_mat[1,0])/((sum(con_mat[1,:])*sum(con_mat[0,:])*sum(con_mat[:,0])*sum(con_mat[:,1]))**0.5)
        listauc.append(auc)
        listrecall.append(recall)
        listprecision.append(precision)
        listf1.append(f1)
        listacc.append(acc)
        listsen.append(sen)
        listspe.append(spe)
        listmcc.append(mcc)
    aucmean = sum(listauc)/len(listauc)
    recallmean = sum(listrecall)/len(listrecall)
    precisionmean = sum(listprecision)/len(listprecision)
    f1mean = sum(listf1)/len(listf1)
    accmean = sum(listacc)/len(listacc)
    senmean = sum(listsen)/len(listsen)
    spemean = sum(listspe)/len(listspe)
    mccmean = sum(listmcc)/len(listmcc)

    df = pd.DataFrame({'aucmean':('%.4f' % aucmean), 'recallmean':('%.4f' % recallmean), 'precisionmean':('%.4f' % precisionmean),
                       'f1mean':('%.4f' % f1mean) , 'accmean':('%.4f' % accmean), 'senmean':('%.4f' % senmean),
                       'spemean':('%.4f' % spemean), 'mccmean':('%.4f' % mccmean)},index=[0])

    return df

def sensaddspec_max(model,Xtrain,Ytrain,k):
    sens = []
    spec = []
    sensspec = []
    for i in np.linspace(0,1,20):
        result = class2kfolds_threshold(model,Xtrain,Ytrain,k,i)
        sens.append(float(result['senmean']))
        spec.append(float(result['spemean']))
        sensspec.append((float(result['senmean'])+float(result['spemean'])))
    resultfinal = class2kfolds_threshold(model,Xtrain,Ytrain,k,list(np.linspace(0,1,20))[sensspec.index(max(sensspec))])
    
    return resultfinal,list(np.linspace(0,1,20))[sensspec.index(max(sensspec))]
[31]
import warnings
warnings.filterwarnings("ignore")
 
GBMModel = ensemble.GradientBoostingClassifier(n_estimators=21,
                                          learning_rate=0.046,
                                         min_samples_split=2,
                                          min_samples_leaf=1,
                                          max_depth=2,
                                          max_features=1,
                                          subsample=0.8,
                                          random_state=520)
GBMModel.fit(xTrain, yTrain)

result = sensaddspec_max(GBMModel,xTrain,yTrain,5)
result[0]
[35]
result[1]
0.42105263157894735
[28]
 from sklearn.model_selection import GridSearchCV
param_test1 = {'random_state' :[10,20,50,70,120,324,520]}
gsearch1 = GridSearchCV(estimator = ensemble.GradientBoostingClassifier(n_estimators=19,
                                          learning_rate=0.046,
                                         min_samples_split=2,
                                          min_samples_leaf=1,
                                          max_depth=2,
                                          max_features=1,
                                          subsample=0.8
#                                           random_state=324
                                                                       ), 
param_grid = param_test1, scoring='roc_auc',n_jobs=-1, cv=5)
gsearch1.fit(xTrain,yTrain)
gsearch1.best_params_, gsearch1.best_score_
({'random_state': 520}, 0.9470238095238097)
[30]
from sklearn.model_selection import GridSearchCV
param_test2 = {'n_estimators':range(1,101,1)}
gsearch2 = GridSearchCV(estimator = ensemble.GradientBoostingClassifier(learning_rate=0.046,
                                         min_samples_split=2,
                                          min_samples_leaf=1,
                                          max_depth=2,
                                          max_features=1,
                                          subsample=0.8,
                                          random_state=520), 
param_grid = param_test2, scoring='roc_auc',n_jobs=-1, cv=5)
gsearch2.fit(xTrain,yTrain)
gsearch2.best_params_, gsearch2.best_score_
({'n_estimators': 21}, 0.9494047619047621)
[10]
param_test3 = {'min_samples_split':range(2,20,1), 'min_samples_leaf':range(1,20,1)}
gsearch3 = GridSearchCV(estimator = ensemble.RandomForestClassifier(n_estimators= 74, max_depth=5,
                                  max_features='sqrt' ,oob_score=True, random_state=10),
   param_grid = param_test3, scoring='roc_auc', cv=5)
gsearch3.fit(xTrain,yTrain)
means = gsearch3.cv_results_['mean_test_score']
std = gsearch3.cv_results_['std_test_score']
params = gsearch3.cv_results_['params']
# for mean,std,param in zip(means,std,params):
#     print("mean : %f std : %f %r" % (mean,std,param))
print('best_params :',gsearch3.best_params_,gsearch3.best_score_)
best_params : {'min_samples_leaf': 1, 'min_samples_split': 2} 0.88125
[12]
import warnings
warnings.filterwarnings("ignore")
resultacc = sensaddspec_max(RFModel2,xTrain,yTrain,5)
[32]
RFModel2.fit(xTrain,yTrain)
prediction = RFModel2.predict_proba(xTest)
auc = roc_auc_score(yTest, prediction[:,1:2])
print("AUC" )
print(auc)
AUC
0.8545454545454545
[36]
thresh=[*np.linspace(0, 1, 20)]
[33]
fpr, tpr, thresh = roc_curve(yTest, list(prediction[:,1:2]))
[38]
import math
#calculate total points, total positives and total negatives
totalPts = len(yTest)
P = sum(yTest)
N = totalPts - P

print('')
print('Confusion Matrices for Different Threshold Values')


listtpr = []
listtnr = []
listall = []
listacc = []
listmcc = []

for i in range(len(thresh)):
    TP = tpr[i] * P; FN = P - TP; FP = fpr[i] * N; TN = N - FP
    print('')
    print('Threshold Value =   ', thresh[i])
    print('TP = ', TP/totalPts, 'FP = ', FP/totalPts)
    print('FN = ', FN/totalPts, 'TN = ', TN/totalPts)
    print('TPR = ',TP/(TP+FN))
    print('TNR = ',TN/(TN+FP))
    print('ALL',TP/(TP+FN)+TN/(TN+FP))
    print('ACC = ',(TP+TN)/(TP+TN+FN+FP))
    print('MCC = ',(TP*TN-FP*FN)/math.sqrt((TP+FP)*(TP+FN)*(TN+FP)*(TN+FN)))
    
    listall.append(TP/(TP+FN)+TN/(TN+FP))
    listacc.append((TP+TN)/(TP+TN+FN+FP))
    listtpr.append(TP/(TP+FN))
    listtnr.append(TN/(TN+FP))
    listmcc.append((TP*TN-FP*FN)/math.sqrt((TP+FP)*(TP+FN)*(TN+FP)*(TN+FN)))
    
[34]
print('tpr = ',listtpr[listall.index(max(listall))])
print('tnr = ',listtnr[listall.index(max(listall))])
print('acc = ',listacc[listall.index(max(listall))])
print('mcc = ',listmcc[listall.index(max(listall))])
[32]
def class2test_threshold(model,X_test,y_test,thresholds):
    listauc = []
    listrecall = []
    listprecision = []
    listf1 = []
    listacc = []
    listsen = []
    listspe = []
    listmcc = []
    threshold = thresholds

    y_pro = model.predict_proba(X_test)[:,1]
    y_pred_threshold = []
    for i in y_pro:
        if i >= threshold:
            y_pred_threshold.append(1)
        else:
            y_pred_threshold.append(0)
    auc = metrics.roc_auc_score(y_test, y_pro)
    recall = metrics.recall_score(y_test, y_pred_threshold, average='binary')
    precision = metrics.recall_score(y_test, y_pred_threshold, average='binary')
    f1 = metrics.f1_score(y_test, y_pred_threshold, average='binary')
    con_mat = confusion_matrix(y_test, y_pred_threshold, labels=[0,1])
    acc = (con_mat[0,0]+con_mat[1,1])/sum(sum(con_mat))
    sen = (con_mat[1,1]/sum(con_mat[1,:]))
    spe = (con_mat[0,0]/sum(con_mat[0,:]))
    mcc = (con_mat[0,0]*con_mat[1,1]-con_mat[0,1]*con_mat[1,0])/((sum(con_mat[1,:])*sum(con_mat[0,:])*sum(con_mat[:,0])*sum(con_mat[:,1]))**0.5)
    listauc.append(auc)
    listrecall.append(recall)
    listprecision.append(precision)
    listf1.append(f1)
    listacc.append(acc)
    listsen.append(sen)
    listspe.append(spe)
    listmcc.append(mcc)
    aucmean = sum(listauc)/len(listauc)
    recallmean = sum(listrecall)/len(listrecall)
    precisionmean = sum(listprecision)/len(listprecision)
    f1mean = sum(listf1)/len(listf1)
    accmean = sum(listacc)/len(listacc)
    senmean = sum(listsen)/len(listsen)
    spemean = sum(listspe)/len(listspe)
    mccmean = sum(listmcc)/len(listmcc)

    df = pd.DataFrame({'aucmean':('%.4f' % aucmean), 'recallmean':('%.4f' % recallmean), 'precisionmean':('%.4f' % precisionmean),
                       'f1mean':('%.4f' % f1mean) , 'accmean':('%.4f' % accmean), 'senmean':('%.4f' % senmean),
                       'spemean':('%.4f' % spemean), 'mccmean':('%.4f' % mccmean)},index=[0])

    return df
[39]
class2test_threshold(GBMModel,xTest,yTest,0.4211)

